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A new paradigm for human-generated
mathematics?



What is mathematics?
Mathematicians tend to take a more expansive view of mathematics than the general
public, essentially because we subscribe to the following recursive answer to the question:

“What is mathematics?”

“Mathematics is the smallest subject satisfying the following:
• Mathematics includes the natural numbers and plane

and solid geometry.
• Mathematics is that which mathematicians study.
• Mathematicians are those humans who advance human

understanding of mathematics.”

— William P. Thurston,
“On proof and progress in mathematics”



A theorem about the natural numbers

In 1637, Pierre de Fermat claimed
in a marginal note that he had a
marvelous proof to the following
statement in but provide no details:

Fermat’s Last Theorem The
equation 𝑥𝑛 + 𝑦𝑛 = 𝑧𝑛 has no
integer solutions with 𝑥𝑦𝑧 ≠ 0 and
𝑛 ≥ 3.

In 1993, Andrew Wiles announced a proof, a modern
tour-de-force using elliptic curves and modular forms.

His proof contained a small mistake that took over a
year to correct, with help from Richard Taylor. Their
work was published in 1995 in the Annals of
Mathematics in two papers totaling 129 pages.



A theorem about solid geometry
In 1998, Thomas Hales announced a proof of a 1611
conjecture of Johannes Kepler, via a “proof by
exhaustion” involving the checking of many
individual cases using a computer to solve linear
programming problems. After four years, a panel of
12 referees reported they were 99% certain that the
proof was correct, but could not check all the
computer calculations.

The unabridged version of the paper, which
was published in 2005 in the Annals of
Mathematics, came to 339 pages, with
around 3 gigabytes of computer artifacts.



Proof as peer review
Tl;dr: Rigorous proofs of simple sounding theorems can be extremely complicated.

Why has mathematics largely avoided the replication crisis
that has confronted other fields?

Peer review in theory: careful refereeing should lead to an error-free publications.

Unfortunately, the mathematical literature contains famous mistakes as well as
contradictory theorems.

Peer review in practice: in theory any proof should be reproducible by any reader —
allowing the reader to understand for themselves why the result is true.

When papers have enough readers, mistakes are eventually caught.

Importantly: human mathematicians are careful in claiming they have a proof!



Proof as peer review?
But sometimes these ideals break down:

One Fields medalist was dismayed to find mistakes in his published, well-studied papers:
“A technical argument by a trusted author, which is hard to check and looks
similar to arguments known to be correct, is hardly ever checked in detail.”

— Vladimir Voevodsky

Another Fields medalist expressed doubts about a particular proof he had discovered —
and also doubted that anyone else would check it:

“…while I was very happy to see many study groups on condensed mathematics
throughout the world, to my knowledge all of them have stopped short of this
proof. (Yes, this proof is not much fun…)”

— Peter Scholze

In some papers, too much work is “left to the reader”
and not enough readers are up to the task!



A new paradigm for mathematical proof?

Software programs called computer proof assistants
can certify the correctness of a mathematical proof
that has been written in a precise formal language.

• Traditionally such proofs are laboriously encoded
by human mathematicians (formalization).

• Generative AI could be trained to output proof
text in a format that could be checked by a
computer proof assistant (autoformalization).



Computer proof verification
Our 87 page preprint is accompanied by a
library of formalized proofs checked by the
computer proof assistant Agda:

The main definition takes
just a few lines to encode ↴

Nevertheless, as is typical, the period from
submission to publication took 18 months.



What are computer proof assistants?
A computer proof assistant or interactive theorem prover — such as Agda, HOL Light,
Isabelle, Lean, Mizar, or Rocq (née Coq) — is a computer program that:

• knows the rules of a logical formal system (e.g., a foundation for mathematics),
which a trusted core program (the kernel) uses to check the correctness of proofs

• is programmed (via the elaborator) to interpret statements written in an expressive
formal language (the vernacular) used to encode definitions, theorems, and proofs.

Formal proofs, written by a human user, are developed interactively with the computer.
• The mathematician inputs each line of their proof in a precise syntax.
• The computer checks that the logical argument supplied by the user produces a

valid deduction of the claimed mathematical statement.

Aside: modern proof assistants often use a newer formal system — dependent type
theory — in place of traditional Zermelo-Fraenkel set theory and first order logic.



A formalized proof
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A formalized proof



A library-quality formalized proof
In Lean’s mathematics library, the proof is more abstract:

The irrationality of 2 is a special case of the irrationality for any prime, which is a
deduced from the irrationality of the square root of any non-square number, and primes
are not squares by a special case of a result about irreducible elements of a monoid.



A new paradigm for proof writing?
Computer formalization is a not yet widely practiced method of interactively developing
and communicating rigorous mathematical proofs using a computer proof assistant. The
formalization must either:

• include formalizations of all prerequisite definitions and theorems statements1

• or may refer to a library of formalized mathematics.
To a human user of an interactive theorem prover, writing a formal proof feels like
writing code in a programming language, but with useful real-time feedback:

• typos or conceptual mistakes may be pointed out by “type-checking errors”
• the proof assistant often communicates the standing assumptions and yet-to-be

proven objectives midway through a complex proof.
Warning: the proof assistant cannot check whether the formalized definitions or theorem
statements accurately capture the mathematical ideas intended by the user!

1It is often possible to “assume” or “admit” some theorems without proof — “sorry” — but those
theorems must nevertheless be stated formally.



Warning: a formalized proof?!?
Lean accepts the following proof that the square root of 2 is rational!



A new paradigm for proof checking?
“A technical argument by a trusted author, which is hard to check and looks
similar to arguments known to be correct, is hardly ever checked in detail.”

— Vladimir Voevodsky
“…while I was very happy to see many study groups on condensed mathematics
throughout the world, to my knowledge all of them have stopped short of this
proof. (Yes, this proof is not much fun…)”

— Peter Scholze
Voevodsky and Scholze both turned to computer formalization to resolve their doubts
about the veracity of their own proofs.



Large scale computer-verified proofs
When human referees failed to fully certify his proof of the
Kepler conjecture, Hales launched a project to verify the
result himself in a computer proof assistant. Eleven years
later, the full proof was formally verified in the proof
assistants HOL Light and Isabelle. The formalization was
described in an accompanying 29 page paper with 22 authors.

In September 2024, Kevin Buzzard launched a project to
verify a modern proof of Fermat’s last theorem in the
computer proof assistant Lean, motivated by the goals of:

• improving human understanding of the proof and
• extending Lean’s mathematics library to include deep

results from modern number theory.

Moral: proofs at the frontier of mathematics are formalizable, but only with monumental
human effort via large-scale collaborations … or perhaps with sufficiently powerful AI?
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A new paradigm for AI-generated
mathematics?



A lot has changed since 2024:

In particular, the last year has seen great advances in autoformalization
— AI-generated computer formalized proofs.



August 1, 2026

The 10 advances, including results
in discrete geometry, algebra, graph
theory, and complexity theory, were
presented in a 253 page paper,
with each result accompanied by a
formalization in Lean.



August 23, 2026

The literature, dating back to 1947,
contains several mistaken disproofs. Boris
Alexeev from OpenAI produced a Lean
formalization four days later.



September 4, 2026



September 8, 2026

⋯



The future?
The future [of (auto)formalization] is already here — it’s just not very evenly distributed.

A team of Lean experts formalized 50
theorem statements — the “easiest 50” —
from the roughly 200 papers published in
the Annals of Mathematics since 2020.



October 6, 2026

Of the 26 papers in topology, only three
come with any Lean formalizations, and, in
one of the three, the formalization does not
cover the main theorem.
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Predications about the future



We may change the implicit foundation of mathematics
Aside: modern proof assistants often use a newer formal system — dependent type
theory — in place of traditional Zermelo-Fraenkel set theory and first order logic.

In Fall 2025, I taught an experimental introduction to
proofs in informal dependent type theory using Lean.

The result is the Reintroduction to Proofs game
hosted on the The Lean Game Server:

adam.math.hhu.de

In my view, informal dependent type theory better
reflects mathematical practice: the formal definitions
of fundamental concepts more closely correspond to
the way mathematicians think about them.

https://adam.math.hhu.de/


Norm: AI-generated proofs must be formalized

A proposed norm for original mathematics produced by an AI system:

Any artificially generated mathematical text will not be considered as a proof unless:
• It has been communicated in both a natural language text paired with a computer

formalization of all definitions, theorems, and proofs.
• The formalization has been accepted by the proof assistant and human expert

referees have vetted both the formalization and the paired text.

An unformalized AI-generated mathematical argument is
a “potential proof” or “purported proof.”

Open question: Can autoformalization support libraries of formalized mathematics?



High impact human-generated mathematics will be “post-rigorous”

“That a mathematical proof be correct
is neither sufficient nor necessary for it to have

epistemic value.”

— James Owen Weatherall and Jesse Wolfson

“There’s more to mathematics than
rigour and proofs.”

— Terry Tao

Dream: with details “left to the formalization” rather than to the reader, perhaps papers
can be shorter?



Proof aesthetics still matter

I would argue this holds for formal proofs as well as pen-and-paper proofs.

⎛⎜⎜⎜⎜
⎝

Aesthetic considerations about formal proofs also argue strongly
for a diverse ecosystem of multiple proof assistants

implementing a variety of formal systems
…but that is a discussion for another time.

⎞⎟⎟⎟⎟
⎠

Tusen takk!
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